Creating a Real Time Data Warehouse

Joseph Guerra, SVP, CTO & Chief Architect

David A. Andrews, Founder

Introduction

Business Intelligence (BI) technology has helped many organizations make better decisions and improve performance. Unfortunately, implementing BI does not automatically lead to better results. Too often, BI systems deliver only a small fraction of their potential value. Experience has shown that the way in which BI technology is implemented has a huge impact on results. One of the most important keys to success is the use of a data warehouse as the foundation for a BI solution.

The way in which the data is brought into the warehouse is extremely important. The most effective approach keeps the data in the warehouse closely synchronized with data from source databases – something often referred to as real-time updating.

Even though the advantages of real-time data warehousing have been known for some time surprisingly few working BI solutions employ it today. A key reason for limited use of this very valuable approach is a lack of understanding of what it is and what is involved in accomplishing it. Fortunately, improving technology and lessons from the experience of those that have successfully made it work have combined to make real-time data warehousing practical and affordable.

This paper will explain real-time data warehousing in simple terms and will provide practical guidance on how to make it work. The advice offered here is not theoretical. It has been successfully used for many years in a wide variety of complex organizations.
Executive Summary

The most effective BI solutions are based on data warehouses. The only other option – using BI tools to obtain data directly from source applications – has been shown countless times to simply not work acceptably. A data warehouse maintains a copy of data from sources that usually include the ERP software that runs business operations. A data warehouse runs on dedicated servers and organizes and formats the data in a way that facilitates analysis and reporting.

In a perfect world the data in the warehouse would instantly reflect changes in source databases. In practice some delay is inevitable. Experience has shown that a delay of up to a few minutes in synchronization of a warehouse with its sources is almost always acceptable. Longer delays, however, can create problems. This paper will refer to any data warehouse that maintains a short and acceptable delay in synchronization as a real-time data warehouse.

Techniques for achieving real-time synchronization have been available for some time. Unfortunately, they have not yet achieved widespread use. Applying them has become practical and affordable and thus should be the first option explored by any organization starting down the BI path. Retrofitting existing BI solutions with a real-time data warehouse is also an option worthy of examination.

Most data warehouses in use today are not real-time. Instead they typically synchronize with data sources once a day, usually late at night. Data warehouses updated this way often use the brute force approach of re-copying everything in the source databases. This daily refresh approach takes a long time and can create a serious scheduling problem since the source servers normally need to stop all other activity while this is taking place. The only other option is to provide the excess processing power needed to accommodate the refresh.

The technical term for the process used to achieve real-time synchronization is Change Data Capture or CDC. A number of ways to achieve CDC have been tried over the years. Only one approach has stood the test of time and has proven to be acceptable. It is based on obtaining data from log files created by the source computer’s database management system. Other approaches that have been tried and found to be inadequate will be examined later in the more technical section of this paper.

The best practice for BI is thus to use a data warehouse that employs log-based CDC for updates. Those evaluating data warehouse options therefore need to verify that any claims of a CDC capability are log-based and do not employ one of the inferior alternatives.

Log-based CDC is important because it is the only updating technique that can insure that all changes to the source databases will be reflected in the data warehouse. Without this assurance the value of the data warehouse and the output it generates can be greatly diminished. Those using a data warehouse need to have confidence that its contents are complete and accurate. Many BI projects fail because users lose confidence in the data warehouse and stop using it.

A growing number of BI systems produce output that is vital to the ongoing success of the organization. Financial results are often reported to the public and to regulators based on information in data warehouses. The updating technique for these warehouses must be unassailable, auditable and in compliance with Sarbanes-Oxley regulations. Log-based CDC is by far the best way to achieve this. The more detailed examination of how this approach works is presented later in the paper and will make it clear why this is the case.

Most data warehouses are built using a type of software tool named for what it does: Extract, Transform and Load or ETL. Popular tools in this category include Informatica PowerCenter, IBM InfoSphere DataStage, SAP Business Objects Data Services, and Oracle Data Integrator. Other options are available from less well known vendors. All perform the basic functions of obtaining data from a source server (extraction), reformatting it (transformation) and updating of the resulting data warehouse (loading).
Not all of these tools can perform log-based CDC on their own. ETL tools that do not support this function need to be combined with another software tool that adds this capability. The major vendors have tended to acquire software firms that offer a log reading capability and then either integrate it into their ETL tools or offer it as an optional complementary product. Those evaluating data warehouse offerings cannot therefore assume that vendors whose product line includes a log-based CDC capability will automatically include it in a proposed solution.

One of the reasons that log-based CDC is not more widely used is that the use of this technique has implications on the way the data is organized and stored in the warehouse. That structure is referred to as the Data Model of the warehouse. If the Data Model does not follow certain design principles then the performance of the resulting data warehouse can be disappointing.

Those about to undertake a BI project need to fully understand the impact that real-time updating will have on the Data Model design. If a warehouse is first implemented using daily batch updates then a significant redesign might later be necessary in order to make log-based CDC workable.

The advantages of real-time updating

An obvious advantage of real-time synchronization is that there is no need to reconcile differences between source applications and the warehouse. A data warehouse that does not appear to always be up to date tends to lose the confidence of the user community. Lost user confidence can lead to the failure of a BI effort. This is because the return on investment in BI is dependent on how many different things it is used for and their collective impact. Any loss of confidence in the quality or timeliness of the data on which output is based reduces the use of BI and thus its impact.

A well designed log-based warehouse will be fully auditable. This makes it possible to create reports and other output that is provided to outsiders such as investors or regulators. The usage and thus value of a BI environment based on auditable data tends to be much higher than one whose data cannot be fully trusted.

Another major potential benefit of BI is the elimination of debates over whose data is accurate. This benefit is hard to realize unless the foundation of the BI solution is a real-time data warehouse.

BI systems can also contribute greatly to operational efficiency if they include the ability to initiate action-oriented alerts. Traditional applications often cannot instantly analyze the impact of unusual transactions such as a large rush order, a delivery delay, or a major purchase price variance. BI systems can be programmed to identify the need for action in many of these situations and to alert the appropriate personnel, often through dashboard displays. Without the support of a real-time data warehouse, it is not possible to create this type of action-oriented alert.

Log-based CDC also represents the lowest impact method to update a data warehouse. Every other approach puts a greater burden on the servers supporting the source databases. Performance is thus improved and unnecessary costs are eliminated.

Summary

BI solutions that employ a real-time data warehouse with log-based updating will tend to deliver far more satisfactory results over time than those without it. Other approaches will not perform as well, may not be reliable enough to be auditable, and will create confusion at times due to timing differences.

Proven techniques have been established to make real-time data warehousing practical and affordable. A small but growing number of pre-built log-based real-time data warehouses are available for purchase. If one is available for the sources you use then it should be seriously considered.

When a pre-built solution is not available it is usually necessary to either custom-build a warehouse or engage others to create it. In either case it is important to involve experts in log-based CDC. It is also important to insure that the Data Model on which your data warehouse is created anticipates real-time updating.
Examining real-time data warehousing in more detail

Over time the highly effective use of BI is likely to become a competitive necessity for every complex organization. In anticipation of that, it is appropriate to set a goal of working towards real-time data warehousing. Achieving that goal may not be as difficult as it now appears. A more detailed understanding of exactly what is involved may be useful.

Log-based Change Data Capture

Every data base management system (DBMS) includes a mechanism to save data for backup and recovery and to support commitment control. All use a similar approach based on the creation of log files. Each time a change occurs in a database under its control, the DBMS insures that a complete record of the change is written to a log file. This file can be stored on devices that are separate from those used to store the source data so that if one of those devices or its server fails, the log remains available.

The commitment control process allows databases to insure that data is never lost due to failure during the process of updating or otherwise changing data on the source system. The log contains records of changes that have been confirmed to be complete by the commitment control process.

Log files contain a complete record of all changes that were made along with a date and time stamp indicating exactly when each change occurred. These log files make it possible to repair the source database in the event of failure. They are used in the process of recovering from a device failure (or software error) by restoring the data on a device to a copy made at a particular time and then re-processing transactions from the log files until the device is restored to the point it was when the failure occurred.

The key point is that database log files are designed to reflect every possible change in the database. Creative programmers, hackers, hardware crashes or even cruel fate cannot get around making them the best possible source of data on which to base a CDC strategy.

A mechanism similar to the one used for device recovery can therefore be used to create a data warehouse that is synchronized with its data sources without fear that changes will be missed.

How it works

An examination of the way log-based CDC works should make it clear why this approach is vastly superior to any alternative. The starting point is the ETL tool that is used to organize and manage the entire process of building data warehouses. Some ETL tools do not have the capability to perform the extract function when the source data comes from log files instead of the source database itself. Such tools need to be combined with another tool that does offer this capability if log-based CDC is going to be implemented.

It should be noted that each DBMS has its own unique way of creating log files. A driver or software interface to each DBMS from which source data needs to be obtained will thus be needed. Commonly used DBMS’s include Microsoft SQL Server, Oracle 11g, mySQL and IBM DB2. Note that the version of DB2 used with IBM’s iOS differs considerably from the other versions and is not supported by some ETL tools.

When a real-time data warehouse is being created the first step is a one-time process to populate the initial version of the warehouse. The ETL tool finds and extracts every data item from the source databases, processes all the necessary transformations and loads everything into the data warehouse. This start-up process can take hours depending on the size of the files involved and the power of the servers. It is important to note that this time consuming process only needs to happen once in a CDC-fed data warehouse.

With the log-reading drivers in place the ETL/CDC tool is turned on. The log readers poll the log files and use them to identify all changes that have occurred. These changes are sent to the parts of the ETL tool that handle the transform and load functions. When the ETL tool is ready to handle the next wave of update transactions another polling cycle is initiated. The polling cycle
typically takes place every few seconds and can be varied as appropriate.

The log reading logic thus handles the extraction phase of the ETL process. It feeds change transactions to the transformation function. This is the step where source data is made more understandable and usable by BI analysis tools. Often this involves changing the names of data fields to make them both understandable and consistent.

The final function of loading the data warehouse can then take place. The transformed data is normally organized in different ways than it was in source databases. Combinations (de-normalization) of tables are frequently performed to make access faster and easier.

Design considerations

Transformation and loading are complex procedures that take time and computer capacity. There can be occasions where an unusually heavy volume of change transactions can cause the ETL process to fall behind the log file. In these cases update transactions are not lost, just delayed.

Designers of log-based CDC data warehouses need to determine how much server capacity to put in place to handle such intermittent bursts of change traffic in order to limit the duration and frequency of delays.

Experience has shown that most data warehouse users will not notice or be concerned about synchronization delays of a minute or less. Most will tolerate longer delays if they occur infrequently. Real-time data warehouses should be designed to continuously monitor their own level of synchronization and alert administrators and users if pre-set service levels are not met.

A well-designed log-based CDC system will have no noticeable impact on performance of the source servers from which data is being extracted. This is one of the most important benefits of this approach to CDC. In most cases it is very important to avoid slowing down the process of updating source servers since the transactions they handle are often vital to the ongoing operation of the entity. Log-based CDC is by far the best way to minimize impact on source transaction servers.

Alternatives to log-based CDC

Approaches other than log reading that have been tried, and found to be wanting include:

- **Database triggers** – this DBMS feature invokes a prewritten routine each time a specific set of conditions are met, such as the addition or updating of a record in the database. In concept, the code that the trigger launches can be written to write a record of the transaction to a database table and the ETL tool can then poll those tables on a periodic basis. In practice, this approach is far from foolproof. For example triggers can regularly be deleted/disabled then re-added/re-enabled in the normal course of a business operation. Triggers also place a relatively high overhead burden on the source database server.

- **Message Queues** – a number of middleware products such as IBM MQ Series also appear to have the capacity to capture application, not database, changes and report them to an ETL tool. An obvious disadvantage is the cost of the license for these products. More importantly, message queues are not a completely reliable source of change information since they only know about data changes that are sent to them by the applications and not batch routines or manual updates to the database.

- **Date and time stamps** – many ERP applications and other data sources maintain data fields within each record that indicate when it was last changed. An approach to CDC that has been tried a surprising number of times reads through the data records and looks for recent changes. The fatal flaw in this approach is that it relies on the programs that change data to unfailingly update this field. In addition, this approach can lose track of deletions since the entire record, including the time stamps, are gone.

Sadly, some of the major BI vendors claim to update data warehouses in real-time but do so using an inferior approach to log-based CDC. Buyers need to look under the covers and verify that properly designed log-based CDC forms the foundation of any data warehouse before it is put in the hands of users.
Case History RapidDecision®

The ideas presented above would have limited value if they had not been proven to work in practice. RapidDecision, a packaged software offering from Andrews Consulting Group, represents a proof-point that everything advocated in this paper works in practice.

RapidDecision evolved out of the efforts of a development team under the leadership of Joseph Guerra (principal author of this paper) that was engaged to create a number of custom data warehouses. Over time products were created using the custom warehouses as their foundation. The RapidDecision design principles have thus successfully been applied many times, building warehouses for a variety of businesses in very different industries.

RapidDecision is a pre-built real-time data warehouse built around a highly flexible and expandable data model. Packaged versions of it are sold for JD Edwards, PeopleSoft, Oracle E-Business and Lawson. Other sources are planned for development in the future. Custom versions have been created for Infor BPCS, MAPICS and Siebel.

Every implementation of RapidDecision, including the early custom versions created more than a decade ago, has used log-based CDC as its synchronization approach. Early versions were based on the DataMirror Transformation Server product that has since been bought by IBM and is now sold as IBM InfoSphere CDC.

Since 2003 RapidDecision has used SAP Business Objects Data Services to perform the ETL function and to handle log reading for SQL Server and Oracle DBMS sources. When source data resides on an IBM server using the iOS version of DB2 then a third party log reader is included as well. Plans call for future support of other ETL tools that offer log-based CDC. A schedule for availability of other ETL options has not yet been announced.

A unique feature of RapidDecision is called its heartbeat. It makes it possible for RapidDecision to continuously monitor the lag time between posting of changes to source logs and the completion of the resulting updates to the data warehouse. Alerts can be sent to administrators when pre-set limits are exceeded or when the updating process is interrupted for any reason. Immediate action can be taken in either case. An option is offered to buyers to have the monitoring and response function managed by the RapidDecision support staff.

A number of RapidDecision installations have replaced failed data warehouse efforts. The real-time capability of RapidDecision was often the key reason it was selected. In every case, performance was improved dramatically.

Using log-based real-time as the foundation for RapidDecision has made it less expensive and complex to install and operate than warehouses that use other approaches. RapidDecision typically can become fully operational within a few weeks, even for buyers implementing large numbers of RapidDecision data marts. The success of RapidDecision under many different conditions provides further confirmation of the viability of log-based CDC.

The RapidDecision product is only a viable option for organizations that use one or more of the source applications that it supports. Those creating warehouses for data from other sources can still benefit from examining how RapidDecision was designed and implemented.

More information about RapidDecision and the data warehouse design services of Andrews Consulting Group can be found at www.rapiddecision.net.
Joseph Guerra is one of the few people in the world to both deeply understand all facets of Business Intelligence and to also have contributed to the success of hundreds of successful installations. His combination of experience, expertise and influence are largely unmatched. His most significant accomplishment is the creation of RapidDecision, a software product that has set a new standard for pre-built data warehouses.

Guerra has found ways to overcome challenges others assumed were insurmountable. He has discovered how to create real-time data warehouses that can be installed quickly, perform well, and grow without disruption. His ideas and opinions are widely sought by user groups, major BI vendors, industry analysts and many leading edge users of Business Intelligence technology.

David Andrews founded Andrews Consulting Group in 1984 after 17 years managing the implementation of advanced IT systems. He is the author of the book Revolutionizing IT (John Wiley and Sons, September 2002) and has written more than 50 white papers. He has made presentations to audiences in 17 countries about the effective use of IT within mid-sized organizations and has been widely quoted in trade journals and the business press.

Andrews Consulting Group has been helping organizations make effective use of information technology since 1984. Few IT service businesses have achieved as high a level of client satisfaction over an extended period of time as ACG.

One of the most effective ways in which ACG has helped its clients is in the creation of business intelligence solutions. Numerous customers have business intelligence solutions designed and installed by ACG. This experience allows ACG to implement sophisticated, but cost-effective BI solutions for new customers in as few as five days, far faster than is possible using any other approach.

Andrews Consulting Group has been publishing white papers since 1987 when we were the first ones to accurately describe IBM’s plans for introduction of the AS/400 (known by the code name Silverlake at the time). Since then, ACG has published over 60 industry reports with a total circulation of over one million copies.
RapidDecision®
Making Business Intelligence Work Best

RapidDecision makes your business intelligence work best. It does this by specially preparing your data so that any business intelligence tool can use it. This means that business users can easily create ad hoc queries, perform complex analytics and use ‘dashboards’. The process of preparing data this way is known as a ‘Data Warehouse’. RapidDecision provides pre-built data warehouses for JD Edwards, PeopleSoft, Oracle E-Business and Lawson.

Any Business Intelligence tool, for example those from SAP Business Objects, IBM Cognos, Oracle, Microsoft, MicroStrategy and others can only give you the best results when it works with a data warehouse. RapidDecision brings data warehouses within reach of all customers, and removes all the reporting and analysis limitations that characterize business intelligence when it runs without a data warehouse.

To learn more about RapidDecision and how it can help your organization, visit us on the web: www.rapiddecision.net, email us at info@rapiddecision.net or call us at 800.775.4261 x 5812.

RapidDecision®
The Engine That Drives BI